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Cognous Action Manifest

Declare what Al agents may propose before runtime execution

October 2026

Before an enterprise can control what an Al agent does, it must declare what that
agent may propose.

Business explainer prepared from the Cognous Action Manifest whitepaper (de Lima, 2026).

1. Executive Summary

Cognous Action Manifest is an open-source reference format for declaring what actions an Al agent
may propose — before the agent ever runs. It helps teams create a structured action inventory that
describes the agent's tools, its specific actions, the type of each action, which actions require authority,
which require human review, which should produce reliance evidence, what payload fields matter, and
which fields should be redacted in downstream records.

Since the first public version, the format has gained a second job. Manifest 1.1 adds a runtime-binding
profile: each consequential action carries a stable identifier, a stable adapter identity, a finite list of
permitted targets, explicit amount and effect limits, and references to the institutional authority
requirement that must be resolved before it can run. A downstream controller can then check that a
specific runtime proposal fits a specific declared action — exactly, not by name.

It is deliberately limited in what it claims to be. It does not run the agent. It does not enforce runtime
policy. It does not grant authority. A manifest that validates, and a proposal that matches it, still
authorize nothing. What it does is create the declaration layer that governed deployment depends on: a
reviewable, portable statement of the agent's action surface, produced before the agent touches
enterprise systems.

The central message for enterprise leaders is this:

As enterprises move from Al-agent demos to agents that use tools, access systems, and trigger
workflows, governance cannot begin only at runtime. Enterprises first need to know what the
agent is allowed to propose — and runtime controls need something exact to compare against.

A chatbot can be reviewed by looking at what it said. An agent must also be understood by looking at
what it can do. Many organizations today cannot answer the question "what is this agent allowed to
propose?” with anything more structured than a prompt, a tool list, and institutional memory. Action
Manifest makes that action surface explicit — in a format that business, security, governance, and
engineering teams can all read, review, and validate before deployment.
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2. The Business Problem

AT agents are beginning to:

call tools and APIs;

access customer, financial, operational, or internal data;
draft and send communications;

prepare exports;

propose database updates;

issue refunds or approve workflow steps;

generate recommendations that influence decisions.

This creates a pre-runtime governance gap. An organization may know an agent's general purpose —

"it handles customer inquiries," "it summarizes research," "it drafts purchase orders" — without having

any structured record of the specific actions it may propose, the tools those actions use, which actions

require authority, which require review, which should produce provenance evidence, and which

payload fields may expose sensitive data.

In practice, this information usually exists — but it is scattered across prompts, code, tool wrappers,

configuration files, permission systems, documentation, and informal team knowledge. Nobody can

review it as a whole, because it does not exist as a whole. That gap shows up as six recurring pain points.

1.

Unclear agent action surface. Teams know the agent's purpose but not the full set of
actions it may propose. Purpose statements and prompts are not inventories.

. Tool access without action semantics. A tool list shows what systems the agent can call,

but not what it will do with them. Access to a CRM does not distinguish reading a record from
updating one, and access to an email system does not distinguish drafting a message from
sending it. A tool name is not a sufficient policy boundary.

Ambiguous authority requirements. Privileged actions may not be clearly tied to the
authority scopes they should require. When authority expectations are undeclared, runtime
systems and application teams end up inventing permission logic on the fly — often
inconsistently, often too broadly.

Inconsistent human review. One team requires approval before outbound communication;
another relies on the agent's own judgment; a third assumes someone else is checking. Review
expectations live in prompts, code comments, policy documents, and team assumptions —
everywhere except a reviewable artifact.

Missing reliance expectations. Some actions should produce evidence of what the agent
depended on — which file, database, API, or user input stood behind a summary or a
recommendation. If nobody specifies which actions require that evidence, runtime provenance
ends up incomplete or inconsistent.

Unsafe payload handling. Agent actions carry payloads: customer identifiers, email
addresses, account notes, invoice numbers, message bodies. If sensitive fields are not identified
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before runtime, they surface later — in logs, replay records, and evidence exports that were
never prepared to handle them.

There is a seventh problem that only becomes visible once runtime controls exist: loose handoff. If a
runtime controller only knows an action's name, a proposal can quietly swap the adapter, the target
account, the payload, or the amount and still look like "the refund action.” Declarations need stable
identities and finite limits so that a substitution is detectable.

These pain points are concrete. Consider five common deployments:

+ A customer-service agent reads CRM records and sends customer emails.
« Aninternal research agent searches files and exports a summary.

+ A procurement agent drafts a purchase order.

+ A finance workflow agent proposes payment approval.

+ A support agent issues a routine customer refund.

Each of these agents has an action surface that mixes routine reads with privileged operations. Without
a structured declaration, the organization discovers the shape of that surface during deployment — or
during an incident — rather than before either.

3. What Action Manifest Is

Action Manifest is a structured declaration of an Al agent's action surface, created before runtime. It
describes what the agent may propose, what tools those actions use, what authority is required, what
review posture applies, what reliance evidence is expected, and what payload fields may need
redaction. Under the 1.1 profile it also fixes the identities, targets, and limits a runtime proposal must
match.

In one sentence:

It gives enterprises a structured answer to the question: "What is this agent allowed to
propose?” — and gives runtime controls an exact declaration to check proposals against.

The word "manifest"” is worth translating into business terms. An action manifest is:

+ apre-runtime action inventory — every declared action, classified by type;

+ aportable declaration of agent capabilities — a single artifact instead of scattered
fragments;

+ abinding reference for runtime control — stable action and adapter identities, finite
targets, and limits that a proposal must fit;

+ areviewable record before deployment — something security, risk, and governance
teams can inspect and sign off on;

+ not authorization by itself — it declares posture and requirements; it never issues a grant
or executes policy.
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Where it fits: the Cognous Open Control Stack

The original July 2026 version of this explainer described a four-layer sequence (Declare, Control,
Replay, Evidence). The Cognous Open Control Stack has since grown to thirteen separately owned
components, organized into six responsibility groups, plus a cross-cutting exchange integration. The
groups are a map of responsibilities, not an execution sequence, and an organization does not need to
install every component.

Group Components

01 Knowledge & Provenance Evidence Registry (The Index), Evidence Attestation (BitRep)
02 Institutional Governance Alvorada (Institutional Governance)

03 Declaration & Policy Control Action Manifest, Control Plane

04 Constrained Execution Execution Runtime (Moltbot Safe)

05 Replay & Evidence Replay Bundle, Governance Evidence Pack, ODES

06 Reasoning & Human Oversight PRP, Research Intelligence, TFA (optional instruction layers)
Cross-cutting Governed Exchange (GAX/IMX)

Action Manifest sits in group 03, beside the Control Plane. The distinction between the two is the one
that matters most. The manifest declares the action before anyone evaluates permission. The Control
Plane evaluates a specific runtime proposal against that declaration and against institutional
authority that is resolved independently — from a trusted source, not from the agent or the incoming
message — and it rechecks the critical inputs immediately before any effect is dispatched. Declaration
without runtime control is a plan with no enforcement; runtime control without declaration is
enforcement with no baseline.

Other components consume the manifest too. The Governance Evidence Pack combines the manifest
with reconstructed runtime records, so a reviewer can compare the declared action surface with what
was actually proposed, decided, attempted, and observed.

4. What It Does

Declares the agent's tools

The manifest identifies the tools or systems the agent may use — the CRM, the document store, the
email system, the refund ledger — including whether each is allowed, whether it is linked to an external
system, and how its data is classified. Under the 1.1 profile each tool also carries a stable adapter
identity.

Business value: teams can see which external systems, APIs, files, or databases are part of the agent's

operating environment, in one place.

Declares specific actions

The manifest separates tools from actions. A single tool may support many actions, and not all actions
carry the same risk: the same email tool can draft a message or send one.
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Business value: the enterprise can distinguish a read from a write, a draft from a send, and an export
from an approval — distinctions a tool list cannot make.

Classifies action types
Every declared action is classified: read, write, external send, delete, export, purchase, approve,
escalate, or other.

Business value: risk and governance teams can identify privileged or sensitive action categories at a
glance, rather than inferring them from code or prompts.

Declares authority requirements

The manifest identifies which actions require authority scopes — for example, that sending customer
email requires an outbound-send permission, or that issuing a routine refund requires a refund scope.
Under the 1.1 profile, a consequential action also points to an institutional Authority Context
requirement: which institution, which authority domain, which consequence tier, and which evidence
obligations apply. Declaring a requirement does not grant the authority; it states what must be
resolved before the action is eligible for execution.

Business value: teams define what permission should exist before runtime, instead of discovering
missing controls during deployment.

Declares review requirements

The manifest identifies whether an action requires no review, human review, formal approval from a
specified reviewer role, or draft-first handling — where the agent prepares output for a person to
finalize.

Business value: human oversight expectations become explicit and action-specific, rather than
scattered across prompts, code, and team assumptions. (A declared review requirement does not show
that review happened; that evidence comes from runtime records.)

Declares reliance requirements
The manifest indicates whether an action should produce evidence of what it relied on — a tool,
database, file, API, user input, or model output.

Business value: provenance expectations are built into the action inventory before runtime, so
downstream systems know which actions must leave a source trail.

Declares payload policies and redaction hints

The manifest can specify, for each action's payload, which fields are required, which are optional,
which are sensitive, and which are forbidden. It can also identify fields that should be redacted in
downstream records or evidence exports, with a reason and a replacement value.

Business value: teams identify sensitive or prohibited data elements before runtime records are
created. Redaction hints still have to be applied by the exporting system; the manifest only says where
they belong.
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Binds runtime proposals to declared actions (Manifest 1.1)

This is the main capability added since July 2026. A 1.1 action declares a stable action_id, its tool's
stable adapter_id, a finite list of allowed targets, and explicit limits on amount, unit, and number of
effects. The manifest and payload can each be reduced to a fixed fingerprint (a SHA-256 digest
computed the same way every time). A runtime proposal then carries the exact manifest identity and
digest, action, adapter, target, payload, requested permissions, and amount. The reference tooling
reports whether that proposal fits the declaration — and names the mismatch when it does not: an
unknown action, a swapped adapter, a target outside the list, an undeclared payload field, an amount
above the limit, a missing permission scope, or a changed manifest.

Business value: a runtime controller can bind its decision to one exact proposal rather than to an
action name. Substituting the target or raising the amount produces a different proposal that needs a
new decision.

A matching proposal is not an authorized proposal. Declaration matching shows only that the
proposal fits the declaration. Whether the authority actually exists — a current grant, a valid
mandate, a valid approval, current policy — is decided separately by the Control Plane using
independently resolved institutional sources.

Validates manifest consistency

A manifest can be validated automatically: missing required fields, duplicate actions, actions that
reference undeclared or disallowed tools, privileged actions with no declared authority, payload-policy
conflicts, and approval requirements with no reviewer role all surface as errors or warnings in a
validation report. For 1.1 manifests the validator also requires stable action and adapter identities,
unique action identifiers, a finite target list for consequential actions, and an Authority Context
reference for them.

Business value: teams detect governance gaps before deployment — including the quiet ones, like a
high-risk action that defaults to "allow" with no authority and no review posture, or a refund action
that could be pointed at any account.

5. Why It Is Valuable

The benefits below describe what the format is designed to support. They are the reasoning behind the
design, not measured results: no enterprise outcome, review-time saving, or risk reduction has been
measured by the reference work.

Deployment readiness. The manifest gives teams a structured view of what the agent can propose
before the agent goes live. Deployment review becomes a review of an artifact, not an archaeology of
prompts and code.

Security review. Security teams can see tools, privileged actions, authority requirements, review
requirements, target limits, and sensitive fields in one place — and can identify which actions need
additional runtime controls before signing off.
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Governance consistency. The same action categories and requirement types apply across every
agent. Two teams deploying two different agents describe their action surfaces in the same vocabulary,
which makes portfolio-level review possible.

Runtime integration. Runtime control systems receive an exact declaration — stable identities,
finite targets, limits, and authority references — instead of being configured from scratch against an
undocumented agent.

Audit preparation. The manifest provides the declared baseline that runtime records,
reconstruction bundles, and governance evidence packs can later be compared against. "Did this agent
do what it was declared to do?" becomes a question that can be traced to source records.

Cross-functional communication. Business, security, governance, and engineering teams review
the same artifact instead of each interpreting code, prompts, or documentation differently.

Separation of responsibilities. Agent developers keep their frameworks and tools. Governance
teams get a manifest layer for action inventory and deployment review. Institutions keep ownership of
mandates, grants, and approvals, which the manifest references but never copies.

6. How It Is Different from Other Approaches

Enterprises evaluating agent governance already have several artifacts that describe agents in some
way. Action Manifest overlaps with none of them exactly, and it is worth being precise about the
differences.

Versus agent prompts

Prompts describe what an agent should do, in natural language, primarily to steer model behavior.
They are not structured, not validated, and not designed for governance review — and what a prompt
requests is not the same as what an agent can propose.

Difference: prompts guide model behavior. Action Manifest declares the agent's action surface in a
structured, reviewable format.

Versus tool lists
Tool lists show what systems an agent can call. They say nothing about what the agent may do through
those systems — whether it will read, write, export, send, approve, delete, or purchase.

Difference: tool lists identify access. Action Manifest identifies action semantics, authority
requirements, review posture, reliance expectations, redaction hints, and — under 1.1 — the exact
targets and limits a proposal must respect.

Versus API specifications
API specs document what a service can do for any caller. They describe the service's capabilities, not
what a particular agent is permitted to propose in a governed enterprise setting.

Difference: API specs document service capabilities. Action Manifest documents the governed action
surface of an agent.
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Versus policy documents

Policy documents define organizational intent: what kinds of actions require approval, how customer
data must be handled. They rarely descend to action-level declarations for a specific agent, and they
cannot be machine-validated against an agent's actual configuration.

Difference: policy documents say what should happen. Action Manifest turns action-level
governance posture into a structured, validatable artifact.

Versus authorization and grants
Grants, approvals, and mandates are dynamic facts owned by institutions. They change, expire, and get
revoked.

Difference: the manifest references the authority requirement an action needs; it never holds or
issues the grant. Authority is resolved at runtime, from a trusted source, and rechecked before the
effect.

Versus runtime control systems

Runtime control systems evaluate and record actual agent behavior during execution — what was
proposed, decided, attempted, and observed. They work best when the expected action surface has
been declared in advance.

Difference: runtime control governs what the agent actually proposes. Action Manifest declares what

the agent is expected or allowed to propose before runtime.

Versus Al governance platforms
Governance platforms manage programs: model inventories, approvals, risk assessments,
dashboards, compliance workflows. That is program-level scope.

Difference: governance platforms manage the program. Action Manifest provides the pre-runtime
action declaration that such platforms can reference — a small artifact, not a competing platform.

Comparison at a glance

Category What it does What it misses How Action Manifest differs
Agent prompts | Guide model behavior in = Structure, validation, action- = Declares the action surface in a
natural language level detail structured, validatable format
Tool lists Identify which systems an | Action semantics: read vs. Declares actions, types, authority,
agent can access write vs. send vs. approve review, reliance, redaction, targets
and limits
API Document what a service | What a specific agent may Documents the governed action
specifications can do for any caller propose surface of an agent
Policy Define organizational Action-level, machine- Turns posture into a structured
documents intent validatable declarations artifact per agent and action
Grants and Record institutional A stable declaration to bind = References the requirement; never
approvals authority authority to issues or copies the grant
Runtime control = Evaluate and record A declared baseline of Supplies the exact declaration
actual behavior expected actions runtime control checks against
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Category What it does What it misses How Action Manifest differs

Governance Manage inventories, Action-level declarations for | Supplies an artifact such platforms
platforms approvals, reporting individual agents can reference

7. What It Is Not

Clear scope is part of the design. Cognous Action Manifest is not:

« an agent framework;

« amodel runtime;

+ apolicy engine;

« aruntime control plane;

+ an authorization system or a source of grants;
« ahosted dashboard;

+ a security boundary by itself;

« a substitute for application authorization;

+ acomplete enterprise governance platform;
 aguarantee that model outputs are correct;

+ aguarantee that runtime enforcement will occur.

Its value is focused. It creates a structured pre-runtime declaration of an agent's action surface — and a
declaration, however well validated, does not enforce itself. Declared authority requirements do not
grant or verify authority. A valid manifest, a valid digest, or a matching proposal is never an
authorization token. Declared review requirements do not show that review occurred. Redaction hints
protect nothing unless downstream tooling applies them. A valid manifest does not establish
institutional legitimacy, current approval, a completed effect, or compliance.

The same caution applies across the stack: a valid signature, a registry entry, a message receipt, a
reasoning instruction, or an evidence-package digest never authorizes execution either.

8. Example Scenario

A customer-service agent

Consider an enterprise preparing to deploy a customer-service agent. The agent can read CRM records,
search account notes, draft customer emails, and send approved emails. (The repository includes a
manifest of this shape as a declaration example.)

1. The team creates a manifest for the agent before deployment, naming the agent, its owner,
and its deployment environment.

2. Each tool is declared: the CRM system, the notes index, and the email system — including
which are linked to external systems.

3. Each action is declared separately. Reading a CRM record, searching notes, drafting an
email, and sending an email are four distinct actions, even though they use only three tools.
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4. The CRM read is classified as a read action — routine, but expected to leave a
provenance trail.

5. The email draft uses draft-first review — the agent prepares content; a person finalizes it.

6. The email send is classified as an external send — information leaving the system
boundary, the highest-scrutiny category in this deployment.

7. The email send requires authority: a declared outbound-send scope must exist before the
action is eligible for execution.

8. The email send requires approval, with a supervisor named as the reviewer role.

9. CRM reads and note searches require reliance records, so that any customer-facing
response can later be traced to the sources behind it.

10. Sensitive fields are marked: customer ID, recipient address, and message body are
declared sensitive in the payload policies.

11. Redaction hints identify which of those fields should be redacted in exported evidence, and
what replacement text to use.

12. The manifest is validated before deployment. The validation report confirms there are
no error-level issues.

13. The manifest goes to security and governance review — a single readable artifact, not a
code walkthrough.

The reference refund workflow

The one workflow the reference stack actually runs end to end is a synthetic customer refund. It shows
what the 1.1 profile adds:

1. The manifest declares two refund actions — a routine one (up to 100 USD, one effect,
human review) and a higher-consequence one (up to 1,000 USD, one effect, explicit approval)
— each with a stable action identity, the refund adapter's identity, one permitted synthetic
account, and a reference to its institutional authority requirement.

2. A runtime proposal names the exact manifest version and digest, action, adapter, target
account, payload, requested permission, and amount.

3. Declaration matching confirms the proposal fits. Had the proposal pointed at another
account, used another adapter, or asked for 150 USD on the routine action, the mismatch
would be reported — and a proposal that does not fit its declaration cannot be authorized,
whatever authority exists.

4. The Control Plane then resolves current authority from a trusted resolver, decides, and
rechecks the critical inputs immediately before the synthetic destination is touched. The
manifest plays no part in that decision beyond supplying the declaration. (That recheck
happens before dispatch; it is not atomic with the destination's commit.)

5. The Governance Evidence Pack later combines the manifest with the reconstructed run, so
a reviewer can trace each summarized outcome back to the declared action and the retained
source records.
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The business outcome: before the agent touches customer systems, the organization has a structured,
reviewable declaration of what the agent may propose and what governance posture applies to each
action. If the agent later proposes something outside the declared surface, that deviation is detectable
— because the surface was declared exactly.

9. Why This Matters Now

Enterprises are moving from experimentation to deployment, and the moment an Al agent gets access
to tools, APIs, files, customer records, workflow systems, or payment channels, the risk profile
changes. A demo agent's capabilities can live in a prompt. An agent that takes consequential actions
needs its capabilities to live in an artifact the organization can review, validate, and hold the
deployment against.

A useful framing for leadership:

+ Chatbots require output review. The text is the risk surface.

« Agents require action inventory. What the agent can propose is the risk surface — and it
must be declared to be reviewed.

+ Governed agents require independent authority and effect-time checks. A
declaration, an earlier approval, or a fluent explanation is not current permission.

« Agent programs require traceable evidence. Boards, auditors, and regulators read
artifacts, not codebases — and a summary is not independent verification.

Runtime governance is weaker when the action surface is undefined. A runtime control layer
can only check proposals against expectations that exist. Action Manifest defines that surface
before runtime, so that control, execution, reconstruction, and evidence have a declared
baseline to work from.

Organizations that declare action surfaces before scaling agent deployment give themselves a baseline
to control against, review against, and explain against later. Organizations that scale first may find
themselves reconstructing the declaration after the fact — usually in response to a question they can no
longer answer cleanly. Neither outcome has been measured by the reference work; the argument rests
on what each approach makes possible to check.

10. Open-Source Reference Implementation

Action Manifest is published as a public, open-source reference implementation at github.com/cogno-
us/cognous-action-manifest (formerly cognous-agent-action-manifest). The repository is public so
teams can inspect the format, run the examples, adapt the schemas, validate manifests, and build
compatible action-inventory workflows before making any platform commitments. The package name
(agent-action-manifest), schema identifiers, and the aam command did not change with the
repository rename.

In practical terms, the repository includes:
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« published JSON schemas for the manifest, its parts, the 1.1 binding objects, and the
runtime action proposal;

« a Python package with a bounded public object model (built on Pydantic) and digest and
declaration-matching helpers;

+ acommand-line interface (aam) for validating manifests, summarizing action inventories,
listing declared actions, and checking the bundled examples;

+ example manifests for customer service, internal research, procurement, and finance
(declaration examples), plus the synthetic refund fixture used in the stack integration;

 atest suite run through GitHub Actions on Python 3.11 and 3.12, including adversarial
substitution cases;

« an Apache-2.0 license.

Getting started, from a fresh checkout with Python 3.11 or later and an activated virtual environment:

python -m pip install -e ".[dev]"

aam validate examples/refund_integration_vl_1.manifest.json
aam summarize examples/customer_service_agent.manifest.json
aam check-examples

To run the full integrated reference — all selected components, two isolated repetitions — use the
quickstart in the hub repository, github.com/cogno-us/cognous-open-control-stack.

Status and evidence

The stack is a merged, pinned bounded synthetic reference: one host, a synthetic SQLite refund
destination, one supported workflow. It is not a production deployment, a compliance certification, or
proof of institutional adoption. The hub's selected lock profile (merged-producers-v1) uses Manifest
1.1. The current release evidence resolved all 35 acceptance scenarios with the required suites executed
twice; a fresh reproduction on 13 October 2026 ran 1,009 Python test cases in each of two repetitions,
plus 20 Node tests, with 34 invariants passing and one characterized limitation. These are whole-stack
figures, not a count for this component.

Newer work in the Manifest repository — a tenant-aware runtime proposal (version 1.2) and an
optional binding helper for an external tool-binding protocol (OpenAPPA) — is merged in the
component's own repository but is not part of the selected release. Feature intake for the current
release was frozen on 13 October 2026; public-preview approval is pending, and final publication and
operational trust remain on hold.

11. Strategic Summary

Action Manifest gives enterprises a practical way to document an Al agent's action surface before
runtime deployment. It creates structure where agent capabilities are today scattered across prompts,
tools, code, and informal assumptions. It helps teams declare tools, actions, authority requirements,
review requirements, reliance requirements, payload policies, and redaction hints — and, under the 1.1
profile, the exact identities, targets, and limits a runtime proposal must match.
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It does not claim to enforce anything, to grant anything, or to be a governance platform. It claims
something narrower and foundational: that governed deployment starts with a declaration, that the
declaration should be a structured, validated, reviewable artifact rather than an assumption, and that
permission must still be established separately, at runtime, from authority the agent does not control.

Before enterprises can control what AI agents do, they need to declare what those agents may
propose. That is the role of the Cognous Action Manifest.
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